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1 Introduction

The SUSI “data pipeline” is used to calculate fringe visibilities from the data obtained with the
red beam-combining system, which uses fringe scanning to record the fringes. All the science
output from the red system is based on the pipeline, and it is important to understand exactly
how the final visibilities are actually determined. These notes are intended to explain in some
detail how the pipeline works. A certain amount of background theory is necessary in order
to understand why the pipeline does what it does, so I have also included some introductory
material that discusses fringe detection in a more general context.

The original motivation for documenting the data pipeline was to assess the impact that the
new camera and controller would have. I had hoped that it would only be a matter of changing
file formats and a few global variables specifying pixel sizes, image sizes, etc. Unfortunately
this is not the case with camera- and servo-specific data “hardwired” into the pipeline code,
with little or no documentation.

I find that I frequently rediscover the proverbial wheel. This seems like a good opportunity
to document some of my old notes (Bill’s brown and blue notebooks) that have never been
published but which are nevertheless relevant to the present problem.

The term “scanning” is used with several meanings in optical stellar interferometry. This
arises from the fact that a single measurement of an interference signal provides no information
about the fringe visibility. The Michelson fringe visibility

V =
Imax − Imin

Imax + Imin
(1.1)

suggests that a minimum of two points must be measured: the maximum and minimum inten-
sities of the fringe pattern. In the context of a stellar interferometer more measurements are
actually needed since we generally have no a priori way of locating the maximum and mini-
mum points. It follows that any fringe detection method involves some kind of modulation or
“scanning.” However, “fringe scanning” is generally understood to mean the method that was
first described by Baldwin et al. (1994). In this technique, the OPD is swept through a range
∆x > ∆l, where ∆l is the coherence length (roughly, the width of the fringe pattern), so the
entire fringe pattern is captured within the scanning window. Fourier methods are then used to
extract information about the fringe visibility.1

1An alternative approach is to disperse the light. The spectrum will be crossed by channel fringes, and one can
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This technique is now in widespread use, but there is very little detailed documentation
that I can find in the literature (there are any number of conference papers, but most of these
provide only qualitative descriptions). Possibly the most extensive analysis of the method has
been presented by Coudé du Foresto et al. (1997) in the context of the FLUOR interferometer.
The best description of the method used in SUSI is Ireland’s thesis (Ireland, 2005), particularly
Chapters 3 and 5. In these notes section numbers in square brackets, e.g., [3.1.2], refer to the
corresponding sections in Mike’s thesis.

Because these notes have turned out to be much longer than I originally anticipated, the
following brief synopsis may be helpful.

The fringe signals for quasimonochromatic radiation This section summarizes what might
be called the classical theory of fringe detection using a very narrow bandwidth. It is
relevant to the blue beam-combining system in SUSI, but also covers issues that are
common to narrow and wide bandwidth systems such as scintillation and photon noise.
The section on scintillation is somewhat technical, but the photometric parameters ρ, σ
and τ that are introduced here are used in the data analysis.

The fringe scanning method The theory of the fringe scanning method is given here and is
based largely on the paper by Coudé du Foresto et al. (1997). electronic systems used to
detect the fringes using the red beam-combining system are described here. This section
is included mainly to assist in understanding some of the details of the data processing
pipeline and the computer code.

Data analysis In this section I attempt to present a mathematical model of the data analysis
process. This discussion is based on the pipeline code as it is currently implemented;
this may differ from the documentation found in Ireland (2005) and elsewhere.

The data pipeline software The actual code used in the data pipeline is described here and
focusses on two IDL scripts in particular, check_v2 and get_v2. If the discussion
seems confusing at times this reflects the state of the software!

2 The fringe signals for quasimonochromatic radiation

Two quasimonochromatic light beams, having a spectroscopic wavenumber σ = 1/λ, from
two widely separated apertures are combined by an ideal 50-50 dielectric beam combiner. The
total flux impinging on the beamsplitter from aperture i (i = 1, 2) will be Fi(t). The fluxes
are functions of time because of atmospheric scintillation. In this section I assume that the
bandwidth ∆σ of the interferometer is extremely small, and consequently the width of the
fringe pattern is very large.

The coherence length ∆l = λ2/∆λ = ∆σ−1, where λ is the wavelength, ∆λ is the
bandwidth in terms of the wavelength and ∆σ is the bandwidth in wavenumbers. Assuming
that the OPD x ¿ ∆σ−1 the two interferometric signals from beam combiner will be:

Ia(t) = F1(t) + F2(t) + 2
√

F1(t)F2(t)|η(t)| · |γ| cos[2πxσ + φ(t)] (2.2)

Ib(t) = F1(t) + F2(t)− 2
√

F1(t)F2(t)|η(t)| · |γ| cos[2πxσ + φ(t)] (2.3)

use the modulation as a function of wavelength to estimate the fringe visibility (see Lawson, 2000, for a review of
“group delay” methods).
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where γ is the complex degree of coherence, η is a (complex) loss factor that represents the
effects of the atmosphere and system aberrations integrated over the apertures, and φ is the
“piston” phase difference between the two wavefronts. In practice we sample the signals over
a short period ∆t (typically ∆t is of the order of milliseconds). In the following discussion Ia,
Ib, etc., refer to a single sample. Angle brackets are used to denote the statistical expectation.
Where appropriate a bar will be used to denote the average of a quantity over many samples,
and we assume that 〈X〉 = 〈X〉 for any variable X . For simplicity I assume that the counting
rates are high and photon noise is negligible (but see section 2.2). I have also assumed an ideal
50-50 beamsplitter (see Section 2.1 for the more general case).

Define the “interference” and “photometry” signals by

I = Ia − Ib = 4
√

F1F2|η| · |γ| cos[2πxσ + φ] (2.4)

F12 = Ia + Ib = 2(F1 + F2) (2.5)

The “instantaneous” fringe visibility will be

V =
α1/2I

F12
= 2α1/2

√
F1F2

F1 + F2
|η| · |γ| cos[2πxσ + φ] (2.6)

where α−1 = 〈cos2(2πxσ + φ)〉 (see below). In some interferometers, notably FLUOR
(Coudé du Foresto et al., 1997), the fluxes from the two apertures are independently measured
and the factor 2

√
(F1F2)/(F1 + F2) can be directly determined. In other interferometers, for

example SUSI, F1 and F2 are not measured.
Because of the random fluctuations in optical path introduced by the atmosphere, the ex-

pectation of the cosine term appearing in Eq. (2.6) will be zero. One approach that has been
used is to use |V |2, which has the expectation

〈|V |2〉 =
〈I2〉
〈F12〉2 =

4〈F1F2〉
〈F1 + F2〉2 〈|η|

2〉|γ|2α〈cos[2πxσ + φ]2〉 (2.7)

Note that the expectations of the numerator and denominator are found separately. This ex-
pression has assumed that the noise fluctuations in the flux term and η are independent.

The value of the factor α will depend on how the signal is demodulated to remove the phase
information, and several methods have been used in the past.

• The atmospheric phase term φ is essentially a random phasor and 〈cos2 φ〉 = 1/2. This
is the method used with the blue beam-combining system at SUSI (Davis et al., 1999).
In this case the factor α = 2.

• An OPD offset equal to λ/4 can be added to alternate samples using a mirror mounted
on a piezoelectric actuator. If the switching is done at a rate much faster than the charac-
teristic fluctuation time associated with φ, the average of two successive samples will be
(cos2 φ + sin2 φ) = 1/2. This technique was first described by Tango and Twiss (1980).
Again, the factor α = 2.

• Switching the OPD by λ/4 is actually not very practical, since the square wave drive can
excite resonances in the mirror mounting. An alternative is to use either a sawtooth or a
triangular waveform, which are less likely to cause problems (Shao et al., 1988; Colavita,
2000). When this is done α = π2/4 ≈ 2.5.
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Assuming that the appropriate value of α is used, Eq. (2.7) becomes

〈|V |2〉 =
4〈F1F2〉
〈F1 + F2〉2 〈|η|

2〉|γ|2 (2.8)

The scintillation at the two apertures of the interferometer will be completely uncorrelated,
so 〈F1F2〉 = 〈F1〉〈F2〉. Assuming that the mean flux through each aperture is the same it
follows that

〈|V |2〉 = 〈|η|2〉|γ|2 (2.9)

The unknown factor or “transfer function” 〈|η|2〉 is estimated by observing calibrator stars
located near the “science” target on the sky. The value of |γ|2 for the calibrators is assumed to
be known, and a statistical estimate of the transfer function can be found.

There are two practical limitations to operating a stellar interferometer with quasimonochro-
matic light:

• In practice one never has a non-zero bandwidth, and consequently the fringe visibility
will be localized to a region around x = 0. The width of the region will be approximately
∆l and it is essential to ensure that measurements are made for x ¿ ∆l.

In the original SUSI configuration (Davis et al., 1999), this was done by manually step-
ping the OPD to produce a “delay curve”. The maximum of this curve corresponds to
x = 0 and was used to estimate the visibility using Eq. (2.7). This procedure was very
inefficient since so much time was required to obtain a single measure of |V |2.

• Phase fluctuations due to atmospheric and instrumental effects can shift the location
of the peak visibility while the data are being collected. To ensure that this is not a
significant issue it is essential to use relatively narrow bandwidths. This severely limits
the signal-to-noise ratio.

If broadband light is used, the width of the “delay curve” or fringe envelope shrinks, making
it even more difficult to track the x = 0 position. On the other hand, the signal-to-noise ratio is
greatly improved, and it is at least theoretically possible to implement a fringe-tracking servo
that locks on to the white light fringe (Shao et al., 1988) without resorting to fringe scanning.

2.1 Scintillation and bias

WARNING: This section is pretty boring, and can be safely skipped on a first (second, third
. . . ) reading. However, I include it because it is needed to understand some of the subtleties of
analyzing interferometric data.

The assumptions about the interferometer that underlie Eqs. (2.2, 2.3) will in general not
be met in a practical instrument. A classical interferometer that uses a lossless dielectric beam
combiner2 can be better modeled as follows:

• Two “input” arms, which consist of the all the optics from the initial input apertures to
the beam combiner. The optical transmissions of the two input paths are t1 and t2.

2Dielectric thin-film coatings are, for all practical purposes, lossless.
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• The beam combiner, which will have a reflectivity R and transmissivity T . More pre-
cisely, it can be described by the four parameters Rs, Rp, Ts and Tp, where the subscripts
refer to the s- and p-polarization states. The actual R and T will depend on the polariza-
tion properties of the instrument and in general will not be equal.

• The effective quantum efficiencies of the two detectors, αa and αb. These “quantum
efficiencies” also include the transmissions of any optics, filters, etc., that lie in the paths
between the beam combiner and the actual detectors. Depending on how the signals are
processed the post-detection gains may also be included.

Eqs. (2.2, 2.3) become

Ia = αa[Rt1F1 + Tt2F2 + 2
√

RTt1t2F1F2|η| · |γ| cos[2πxσ + φ] (2.10)

Ib = αb[Tt1F1 + Rt2F2 − 2
√

RTt1t2F1F2|η| · |γ| cos[2πxσ + φ] (2.11)

To simplify the notation I have omitted the time-dependence. Although the mean input fluxes
at the two apertures are equal (〈F1〉 = 〈F2〉), their instantaneous values will differ because of
scintillation.

Let I1a and I1b be the output signals when the light from aperture 2 is blocked. Similarly,
I2a and I2b are the signals when aperture 1 is blocked. We measure the mean values of these
four quantities and it is easy to show that

ρ2 =
I2aI2b

I1aI1b
=

t22
t21

(2.12)

σ2 =
I1bI2a

I1aI2b
=

T 2

R2
(2.13)

τ2 =
I1bI2b

I1aI2a
=

α2
b

α2
a

(2.14)

where the bars denote an average over a sufficiently large number of samples to reduce the
noise to a negligible level. Since R + T = 1 we can find R and T separately:

R =
1

σ + 1
(2.15)

T =
σ

σ + 1
(2.16)

For the other parameters we can only determine the ratios t2/t1 = ρ and αb/αa = τ .
By suitably redefining the flux we can set αaRt1 = 1. Then

Ia = F1 + ρσF2 + 2
√

ρσF1F2|η| · |γ| cosφ (2.17)

Ib = τσF1 + τρF2 − 2τ
√

ρσF1F2|η| · |γ| cosφ (2.18)

The interferometric and photometric signals will be

I = (1− τσ)F1 + ρ(σ − τ)F2 + 2(1 + τ)
√

ρσF1F2|η| · |γ| cosφ (2.19)

F12 = (1 + τσ)F1 + ρ(σ + τ)F2 + 2(1− τ)
√

ρσF1F2|η| · |γ| cosφ (2.20)
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We now make a few assumptions about the expectations of the physical quantities appear-
ing in these general expressions for the interferometric and photometric signals. Firstly,

〈cosφ〉 = 0 (2.21)

〈cos2 φ〉 = α−1 (2.22)

These are a consequence of the phase modulation technique adopted for a particular instrument.
Next,

〈F1〉 = 〈F2〉 = 〈F 〉 (2.23)

expressing the fact that, on average, the flux at the two apertures of the interferometer are the
same. Finally, let σ2

s = 〈F 2〉 − 〈F 〉2 be the scintillation variance:

〈F 2
1 〉 = 〈F 2

2 〉 = 〈F 2〉 = F̄ 2 + σ2
s (2.24)

where I have set F̄ = 〈F 〉.
The expected value of the interferometric signal is

〈I〉 = [(1− τσ) + ρ(σ − τ)]F̄ (2.25)

If this is non-zero the interferometer outputs are “unbalanced.” In practice is is often possible to
balance the signals by adjusting τ ; for example the gain of one of the detectors can be adjusted
to make the two output signals equal in the absence of any interference. The condition for
balanced signals is

(1− στ) + ρ(σ − τ) = 0 (2.26)

or
τ =

1 + ρσ

ρ + σ
(2.27)

The expectation of the square of the interferometric signal is

〈I2〉 = [(1− στ) + ρ(σ − τ)]2F̄ 2 +
[(1− στ)2 + ρ2(σ − τ)2]σ2

s +
4(1 + τ)2ρσα−1F̄ 2|η|2|γ|2 (2.28)

If the signals in the two output detectors are balanced it follows from Eq. (2.26) that the first
term is identically zero and

〈I2〉 = 4(1 + τ)2ρσα−1F̄ 2|η|2γ|2 + [(1− στ)2 + ρ2(σ − τ)2]σ2
s (2.29)

i.e., the interference signal consists of the desired interference term plus an additional bias term
that is dependent on the scintillation.

The expectation of the photometric signal will be

〈F12〉 = [(1 + στ) + ρ(σ + τ)]F̄ (2.30)

Define the scintillation measure (or scintillation index) by

σ2
I =

σ2
s

〈F 〉2 =
〈F 2〉 − 〈F 〉2

〈F 〉2 (2.31)
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Then,

〈|V |2〉 =
4(1 + τ)2ρσ

[(1 + στ) + ρ(σ + τ)]2
〈|η|2〉|γ|2 +

α[(1− στ)2 + ρ2(σ − τ)2]
[(1 + στ) + ρ(σ + τ)]2

σ2
I (2.32)

Thus, when realistic assumptions are made about the instrumental transmission, the squared
visibility is seen to consist of two terms: the interferometric signal and a scintillation bias which
is proportional to σ2

I (if the detector outputs are unbalanced there is also a fixed instrumental
bias term).

Define the dimensionless instrumental parameters

η2
inst =

4(1 + τ)2ρσ

[(1 + στ) + ρ(σ + τ)]2
(2.33)

β2
scint =

α[(1− στ)2 + ρ2(σ − τ)2]σ2
I

[(1 + στ) + ρ(σ + τ)]2
(2.34)

(2.35)

where η2
inst and β2

scint are the instrumental |V |2 loss factor and the scintillation bias factor,
respectively. This allows us to write the visibility in the neater form

〈|V |2〉 = η2
inst〈|η|2〉|γ|2 + βscintσ

2
I (2.36)

We conclude by noting that the ratios ρ, σ and τ can be easily measured. In the case of a
narrow optical bandwidth they are essentially constant for a given instrumental configuration
and only need to be checked occasionally (they can be used as a diagnostic to indicate if there
is a problem; a change in ρ, for example, might indicate that a mirror surface has deteriorated).
If a broad bandwidth is used they should be determined for every object, since they will almost
certainly be color-dependent.

2.2 Photon noise

At low light levels the effect of photon noise become significant. This has been discussed in
detail by, for example, Tango and Twiss (1980). The most important effect of photon noise is
to introduce a bias into the higher order counting statistics. In particular,

〈n2〉 = 〈n〉2 + 〈n〉 (2.37)

This follows from the elementary properties of the Poisson distribution and the second term
on the righthand side of this equation is sometimes called the excess noise, photon bias, etc.
If photon-counting techniques are used it is straightforward but algebraically messy to include
the effects of photon statistics.

It is important to distinguish between photon-counting statistics, which follow the Poisson
distribution, and the statistics of the detected photon events. Many detectors suffer from “af-
terpulsing:” a certain percentage of the output pulses are actually multiple pulses consisting of
a primary pulse and one or more afterpulses. The afterpulses cannot easily be distinguished
from signal pulses, and the rate of afterpulsing can be as large as several percent.
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Let ni be the number of photons recorded in one sample period for the interference signal
I . Samples for which ni = 0 or 1 contribute nothing to the visibility signal, basically because
02 = 0 and 12 = 1. They are noise events. All the information about the interference pattern
is carried by events for which ni > 1 and the probability for such events is

P (ni ≥ 2) = 1− e−µ − µe−µ ≈ µ2/2 (2.38)

where µ is the mean counting rate. Afterpulsing is proportional to µ whereas the signal is pro-
portional to µ2 and at sufficiently low counting rates the afterpulsing will dominate, introducing
a bias into the signal. Details of how afterpulsing can be measured and taken into account can
be found in Giovannis (1994).

At very high light levels the counting rate can also deviate from Poisson statistics due to
deadtime effects. The effects of deadtime are well-known and in some cases manufacturers
provide correction curves that can be used to compensate for the effect.

2.3 The “true” Michelson visibility

The mean squared visibility calculated from Eq. (2.7) is not, strictly speaking, a measure of
the Michelson visibility defined in Eq. (1.1) because of the way the data are normalized. As
Ireland (2005) has pointed out, the true Michelson fringe visibility should be calculated from

〈|v|2〉 = 〈 I2

F 2
12

〉 (2.39)

and not from

〈|v|2〉 =
〈I2〉
〈F12〉2 (2.40)

At first glance it seems like the second of these is the logical one to use: separately averaging
the photometry signal reduces the amount of noise in the final result. However, suppose there
are systematic effects present. For example some of the |v|2 measurements may have been
affected by cloud and normalizing these by the mean photometry signal will lead to a system-
atically lower value of |v|2. The disadvantage of using Eq. (2.39) is that it introduces additional
noise, but this can be accounted for in the data reduction. Eq. (5.20) in Ireland (2005) gives an
expression for 4〈F1F2/(F1 + F2)2〉 that is correct to fourth order.

3 The fringe scanning method

As the optical bandwidth of the interferometer is increased the coherence length becomes nar-
rower, confining the fringe signal to a narrow region centered on the white light fringe position
at x = 0. While it is possible to lock on to the white light fringe and measure the visibility
using the methods described in the previous section this is not widely used. A technique first
described by Baldwin et al. (1994) involves sweeping the OPD through a range ∆x > ∆l, so
the entire “fringe packet” is captured.3

3For physically realizable bandwidth functions the fringe packet is strictly infinite in extent. However, in practice
the fringe “power” is concentrated around x = 0 and falls away and merges with the noise at ±δx. For all practical
purposes δx can be taken as the width of the fringe packet.
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When broadband light is used the actual observables are still Ia, Ib and the interferometric
and photometric signals will be

I = Ia − Ib (3.1)

F12 = Ia + Ib (3.2)

The main difference between the quasimonochromatic and broadband configurations is that
the interferometric signal is now the integral of Eq. (2.4) over wavenumber:

I(x) = 4
∫ ∞

0

√
f1(σ)f2(σ)|η(σ)| · |γ(σ)| cos[2πxσ + φ(σ)]dσ (3.3)

This will be recognized as the Fourier cosine transform of the quantity

4
√

f1(σ)f2(σ)|η(σ)| · |γ(σ)| (3.4)

where I have used f(σ) to represent the spectral flux density; that is,

F1,2(t) =
∫ ∞

0
f1,2(σ, t)dσ (3.5)

In the scanning method, the OPD is swept around x = 0 by moving a mirror with a
piezoelectric actuator. In the case of SUSI the sweep actually consists of a series of steps
and we record Ia(i) and Ib(i) as a function of the step index i. Plotting Ia(i)− Ib(i) against i
results in an “interferogram.” Fig. (3.1) shows an idealized interferogram as well as an example
of real fringes.4

3.1 Estimation of |V |2 from the fringe power spectrum

Physically the flux is only defined for σ ≥ 0 but we can formally include negative frequencies
by defining

f(σ) = 0 σ < 0 (3.6)

for all the flux variables. Then, using the well known identity for the cosine function,5 Eq. (3.3)
becomes

I(x) = 2
∫ ∞

−∞

√
f1(σ)f2(σ)|η(σ)| · |γ(σ)|eiφ(σ)e+2πixσdσ +

2
∫ ∞

−∞

√
f1(σ)f2(σ)|η(σ)| · |γ(σ)|e−iφ(σ)e−2πixσdσ (3.7)

Changing the variable of integration in the second integral gives

I(x) = 2
∫ ∞

−∞

√
f1(σ)f2(σ)|η(σ)| · |γ(σ)|eiφ(σ)e+2πixσdσ +

2
∫ ∞

−∞

√
f1(−σ)f2(−σ)|η(−σ)| · |γ(−σ)|e−iφ(−σ)e+2πixσdσ

= 2F−1{
√

f1(σ)f2(σ)|η(σ)| · |γ(σ)|eiφ(σ)}+

2F−1{
√

f1(−σ)f2(−σ)|η(−σ)| · |γ(−σ)|e−iφ(−σ)} (3.8)

4The actual displacement xi corresponding to the index position i is found using a lookup table. This is discussed
in section 4.1.

5This discussion closely follows the argument given in Coudé du Foresto et al. (1997).
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Figure 3.1: The upper panel shows an idealized interferogram while the lower panel is an
example of real fringes taken with SUSI.

where I have used F{·} for the Fourier transform (I will also use the notation g̃ = F{g} when
it is convenient to do so). Taking the Fourier transform of Eq. (3.8) gives

Ĩ(σ) = 2
√

f1(σ)f2(σ)|η(σ)| · |γ(σ)|e−iφ(σ) + 2
√

f1(−σ)f2(−σ)|η(−σ)| · |γ(−σ)|e−iφ(−σ)

(3.9)
Since we are only interested in positive wavenumbers we can write this last result as

Ĩ(σ) = 2
√

f1(σ)f2(σ)|η(σ)| · |γ(σ)|e−iφ(σ) (σ ≥ 0) (3.10)
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The (unnormalized) power spectrum will be

Φ(σ) = |Ĩ|2 (3.11)

and has the expectation

〈Φ(σ)〉 = 〈|Ĩ(σ)|2〉 = 4〈f1(σ)f2(σ)|η(σ)|2〉 · |γ(σ)|2 (3.12)

Because of seeing and scintillation the individual power spectra will be broadened. However,
following the argument given in by Coudé du Foresto et al. (1997), the integrated power spec-
trum will be an unbiased estimator for the squared fringe visibility:

〈|V |2〉 =
4

(〈F1〉+ 〈F2〉)2
∫ ∞

0
〈Φ(σ)〉dσ

=
4

(〈F1〉+ 〈F2〉)2
∫ ∞

0
〈f1(σ)f2(σ)|η(σ)|2〉|γ(σ)|2dσ (3.13)

As with the quasimonochromatic case the scintillation at the two apertures will be completely,
and we can set 〈f1(σ)f2(σ)〉 = f2(σ), where f(σ) is the time-averaged flux density through a
single aperture. It is convenient to introduce the normalized flux density

B(σ) =
〈f(σ)〉∫∞

0 f(σ)dσ
=
〈f(σ)〉

F
(3.14)

The mean squared visibility as measured by the scanning method is therefore

〈|V |2〉 =
∫ ∞

0
B2(σ)〈|η(σ)|2〉|γ(σ)|2dσ (3.15)

which should be compared with Eq. (2.9).
As with the quasimonochromatic case the wideband measure of the fringe visibility is

affected by seeing and scintillation and the solution is the same: observations of the “science”
target are interleaved with observations of calibrator stars for which |γcal|2 is accurately known.
Ideally calibrators should be pointlike, so |γcal|2 ≈ 1; this ensures that any uncertainties in
|γcal|2 will be small.

When the scanning method is used only the interferometric signal is modulated. If scintil-
lation bias is present it is unmodulated and appears in the power spectrum at a low frequency.
As long as the scanning frequency is chosen to be sufficiently high it is possible to discrimi-
nate against scintillation noise by suitably windowing the Fourier transform and/or the power
spectrum.

3.2 Scintillation and photon noise bias

The discussion in section 2.1 applies primarily to the blue beam-combining system in SUSI.
This does not use fringe scanning to detect the fringes and there is no simple way to separate
the scintillation bias and the interference signal. It is therefore important to minimize the scin-
tillation bias by properly designing the optics and electronics to ensure that the interferometer
is as symmetrical as possible (if the instrument is symmetric ρ = σ = τ and the scintillation
bias term is zero).
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The situation with a scanning interferometer is somewhat more complicated. Just as the
phase affects an interferometer in two ways – the piston phase term and wave aberrations
across the aperture – scintillation also has two effects. In fact, the phase and scintillation affect
the interferometer in very similar ways, and it is worth discussing this briefly.

The phase over the jth aperture can be written as

φ(j)(t) = φ
(j)
0 (t) +

∑

kl

a
(j)
kl (t)Zkl(r, θ) (3.16)

where the Zkl are Zernike polynomials and a
(j)
kl are stochastic aberrations whose properties

can be determined from a model for the atmospheric seeing. In the case of a two aperture
interferometer the piston phase φ0 is

φ0(t) = φ
(1)
0 − φ

(2)
0 (3.17)

and the aberration terms will appear in the loss function |η|2 (see below).
A similar argument can be applied to the scintillation. The effect of scintillation on the flux

at some point (r, θ) in the aperture is represented by the log-amplitude function χ that also can
be expanded in a Zernike series:

χ(j)(t) = χ
(j)
0 (t) +

∑

kl

b
(j)
kl (t)Zkl(r, θ) (3.18)

The combined effect of phase and amplitude fluctuations are conveniently represented by the
so-called complex phase or wave aberration ψ = φ− iχ. One can show that

Fj(t) = F exp{2χ
(j)
0 } (3.19)

and that the loss factor is, to second order,

|η|2 ≈ 1− (∆2φ1 + ∆2φ2)− (∆2χ1 + ∆2χ2) (3.20)

where the notation ∆2Xi denotes the mean squared fluctuations in X integrated over aperture
i (Tango and Twiss, 1980).

Thus, scintillation affects the measurement of |V |2 in two ways:

1. It causes the integrated flux through each aperture, Fi(t), to fluctuate randomly. This can
be called scintillation noise. This effect diminishes as the aperture diameter increases,
which is why scintillation is easily apparent with the naked eye but is almost completely
negligible for telescopes with large apertures. SUSI uses relatively small apertures and
this effect cannot be ignored.

2. Scintillation produces aberration through the complex wave aberration function ψ =
φ− iχ. Eq. (3.20) shows that the phase and scintillation equally affect the visibility loss
factor.

In this section I only consider the first of these effects as it applies to a scanning interferometer.
Define new interferometric and photometric signals

J(x) = Ia(x)− τ−1Ib(x) (3.21)

G12(x) = Ia(x)− τ−1Ib(x) (3.22)
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This choice ensures that the photometric signal is not contaminated by the interference term.
Then,

J(x, t) = (1− σ)F1(t)− ρ(1− σ)F2(t)

+ 4
∫ ∞

0

√
ρσf1(s)f2(s)|η| · |γ| cos[2πxs + φ]ds (3.23)

G12(x, t) = (1 + σ)F1(t) + ρ(1 + σ)F2(t) (3.24)

where I have written s for the wavenumber to avoid confusion with σ = T/R, the transmit-
tance/reflectance ratio for the beamsplitter. Following Coudé du Foresto et al. (1997) we write
F1,2(t) = F1,2(x); in other words, we use the OPD x as a surrogate for the time variable. This
is permissible because we are primarily interested in the stochastic properties of these variables
here:

J(x) = (1− σ)F1(x)− ρ(1− σ)F2(x)

+ 4
∫ ∞

0

√
ρσf1(s)f2(s)|η| · |γ| cos[2πxs + φ]ds (3.25)

G12(x) = (1 + σ)F1(x) + ρ(1 + σ)F2(x) (3.26)

The expectation of the photometric signal is

〈G12〉 = (1 + ρ)(1 + σ)F (3.27)

Following the same procedure as section 3.1 we have

J̃(s) = (1− σ)F̃1 − ρ(1− σ)F̃2 + 2
√

ρσf1(s)f2(s)|η(s)| · |γ(s)e−iφ(s) (3.28)

Making the usual assumptions about the stochastic independence of the fluctuations at the two
apertures, etc., the expectation of the power spectrum will be

〈Φ(s)〉 = (1− σ)2(1− ρ2)Φscint(s) + 4ρσ〈f1(s)f2(s)|η(s)|2〉|γ(s)|2 (3.29)

where Φscint is the power spectrum for the fluctuations in F (t).
At this point it is worth introducing the effect of photon noise. For all practical purposes

photon noise is white, and the expected value of the photon or shot noise spectrum will be

〈Φshot〉 = K2
shotF (3.30)

where K2
shot is a numerical factor depending on the quantum efficiencies, etc. The total power

spectrum will therefore be

〈Φ(s)〉 = 4ρσf2(s)〈|η(s)|2〉|γ(s)|2 + (1− σ)2(1− ρ2)〈Φscint(s)〉+ K2
shotF (3.31)

Normalize the power spectrum by multiplying it with the factor 4/〈G12〉2. Defining the factors:

|η1|2 =
16ρσ

(1 + ρ)2(1 + σ)2
(3.32)

k2
scint =

4(1− σ2)(1− ρ2)
(1 + ρ)2(1 + σ)2

(3.33)

k2
shot =

4K2
shot

(1 + ρ)2(1 + σ)2
(3.34)
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the expectation of the total power spectrum will be

〈Φdirty〉 = |η1|2B2(σ)〈|η(σ)|2〉|γ(σ)|2 + k2
scint

〈Φscint〉
F

2 + k2
shotF

−1 (3.35)

where the wavenumber is now written as σ. Define the interference and bias power spectra by

ΦI = |η1|2B2(σ)η(σ)|2|γ(σ)|2 (3.36)

and
Φb = k2

scint

Φscint

F
2 + k2

shotF
−1 (3.37)

respectively. The “dirty” power spectrum is then

Φdirty(σ) = ΦI(σ) + Φb(σ) (3.38)

Eq. (3.35) shows that the expected power spectrum measured with a real interferometer
consists of three terms:

1. the desired interference signal;

2. a scintillation bias that is proportional to the normalized scintillation power spectrum;
and,

3. a flat or “white” bias term due to shot noise that is proportional to F
−1.

One cannot simply integrate Φ to obtain an unbiased estimator for |V |2. The scintillation and
shot noise biases must be removed first, and this will be discussed in some detail in section 5.
It is worth noting that the scintillation bias factor k2

scint will be zero if either ρ or σ is unity, and
for a properly designed optical system we would expect the scintillation term to be small.

3.3 The fringe envelope function

The envelope of a modulated signal (see Fig. 3.1) is obvious when one looks at a plot or
oscilloscope display of a modulated signal. However, to define it mathematically is rather
subtle and the most straightforward way is via the analytic signal. Consider some real physical
signal u(t). I have written the signal as a function of time but this is following the tradtional
usage; the independent variable does not need to be t. Formally, the analytic signal associated
with u(t) is

û(t) = u(t)− iFHi{u(t)} (3.39)

where FHi{·} denotes the Hilbert transform (Born and Wolf, 1999; Bracewell, 2000). The
analytic signal is complex, and Bracewell states “that the analytic signal bears the same rela-
tionship to [u(t)] as exp(it) does to cos t.” Another analogy is with phasors. Just as phasors
simplify the algebra in a-c circuit theory, the analytic signal is a useful way of representing real
– as opposed to quasimonochromatic – signals. The original signal is equal to the real part of
the analytic signal, making it easy to recover the real signal when necessary.

The analytic signal can be written in the form

û(t) = E(t)eiωt (3.40)
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where E(t) is the envelope function and ω is the (instantaneous) frequency. This formulation
is not unique since the choice of ω is somewhat arbitrary, but Mandel (1967) defined the true
envelope function to be the one that “fluctuate[s] as slowly as possible.” This leads to the
requirement that the envelope function be real, and it follows that E(t) = |û|.

Bracewell (2000) has given a very practical formula for finding the analytic signal and
hence the envelope function. He shows that

û(t) = 2F−1{H(f)F{u(t)}} (3.41)

where H(f) is the Heaviside function. The envelope function is

E(t) = 2|F−1{H(f)F{u(t)}}| (3.42)

Using Rayleigh’s theorem one can show that
∫ ∞

0
|Ĩ(σ)|2dσ =

∫ ∞

0
|Î(σ)|2dσ (3.43)

and it follows that |V |2 can be estimated either from the integrated power spectrum or the
integral of the square of the envelope function.

The fringe envelope function is extremely useful for visualizing the fringe packet in real
time. The actual fringes, of course, can be displayed, but in the case of low SNR the fringes
are hard to see. If one integrates over several scans to improve the SNR the fringes will wash
out completely because of the atmospheric phase noise. The power spectrum can be displayed,
but because all phase information is lost it cannot be used to determine where the fringe packet
is located within the scan range. The fringe envelope is ideal for this purpose: it indicates the
location of the fringe packet and it can be integrated over several scans to improve the SNR.
When observing with SUSI the fringe detecting software is normally set to display the fringe
envelope for these reasons.

4 Fringe detection in SUSI

In this section I briefly review the hardware aspects of the fringe detection system used with
the red beam-combining system in SUSI. This will help to understand the subsequent sections
on the software.

The main components of the fringe scanning and detection system used with the “red”
beam-combining optics in SUSI are:

• Two avalanche photodiode detectors (APDs). These register photon counts. The mean
counting rates for the detectors are given ideally by Eqs. (2.2, 2.3).

• The scanning mirror, which is driven by a piezoelectric actuator (PEA).

• A high voltage amplifier that drives the PEA.

• A purpose-built ISA-bus card (Lucas, 2004) that (a) provides the analog drive signal to
the high voltage amplifier and (b) has counters that integrate the signals from the APDs.
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• A host computer running Real-time Linux.6 A kernel module called fringecon pro-
vides the interface between the hardware and the rest of the system.

4.1 The scanning mirror [3.1.2]

There are two practical problems associated with the scanning mirror. The first is that the
mirror assembly has a mechanical resonance at around 400 Hz. The second is that the response
of the PEAs is non-linear. These problems were addressed by using look-up tables (LUTs).
Separate LUTs are used for the up and down sweeps, and the initial and final values are chosen
to make the transition parabolic, rather than sharply triangular. This prevents exciting the
system resonance (there is also a low pass filter).

The scanning motion was linearized by observing internal laser fringes and recording the
laser fringe patterns. “The saved fringes were de-modulated by simply counting half-fringes as
a function of LUT index. This gave the physical mirror position as a function of [DAC] input
values. This tabulated function was smoothed, and a new LUT created.”

The procedure was iterated until the output performance was “close to ideal,” apart from
the extreme ends of the scans. When the LUTs have been properly adjusted so the motion is
linear, the laser fringes will be uniformly spaced and the resulting power spectrum should be a
very narrow peak.7

4.2 The fringecon module

The fringecon module is interrupt driven. The ISA-bus card receives a 10 kHz square wave
from the master GPS clock. On each clock pulse the following events occur:

• The two APD registers are latched into buffers and the registers are cleared.

• The digital to analog converter (DAC) output is updated.

• An interrupt signal is generated.

The interrupt handler is in the kernel module. We distinguish between the clock period,
which is set by hardware to be 0.1 ms, and the sample period, which is a multiple of the clock
period. For every clock interrupt the following occur:

• The APD registers on the ISA-bus card are read and added to the two sample count
registers.

• The sample time register is incremented.

• If the sample time has been reached, the handler carries out the following additional
tasks.

– The sample count registers are placed in a first-in first-out (FIFO) buffer, along with
the time and the current LUT index. The registers are then cleared.

6RT-Linux was developed originally at the New Mexico Institute of Technology in Socorro and is now a product
of FSM Labs. Many of the concepts developed for RT-Linux have been incorporated into the POSIX standard,
which is implemented by current Linux distributions.

7There is some evidence that the calibration of the PEA may change over time. This could have an effect on the
SNR and possibly some of the seeing estimators.
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– The LUT index is incremented and the new LUT value is written to the DAC on
the ISA card.

A sample time of 0.1 ms excites the mechanical resonance of the scanning mirror and it has
been found experimentally that a sample time of 0.2 ms is satisfactory.

When observing, fringecon is under the control of the SUSI scheduler. This is an ex-
ecutive program that sends messages (commands) to the various modules and ensures that data
are collected in an efficient, orderly and consistent manner (it is based on the “central scruti-
nizer” used with the CHARA Array). In the case of fringecon a data set for a particular star
consists of four files. “Fringe files” have the extension .fr and contain the actual fringe data.
Typically runs of 1000 scans are used, so each fringe file will have data for 1000 scans. The
other three files are “photometry” files and have the extensions .nfot, .sfot and .dfot.
When the fringe scans are complete the south shutter is closed and fifty scans are recorded
with only light from the north siderostat reaching the detectors. The shutters are moved so
only light from the south siderostat reaches the detector and another fifty scans are recorded.
Finally, while the siderostats are slewing to the next object a series of dark scans are recorded.

4.3 Fringe detection [3.2.1]

As noted, the APD outputs are transferred to a FIFO by the kernel module. The other end of
the FIFO is in user space, and this is where the bulk of the processing is done.

There are actually two completely independent fringe detection procedures. The first, dis-
cussed in [3.2.1], is used to locate the fringes and act as a “fringe tracking” servo. It also
generates snapshots of the fringe envelope, power, etc., that are displayed on the console. The
fringe display is essential when acquiring fringes, etc. The algorithms that do this have been
optimized for speed rather than accuracy.

The second procedure is done off-line using SUSI “data pipeline,” which is the subject of
this document.

4.4 The tip-tilt servo

Although the tip-tilt servo system is an independent subsystem and is not directly connected
to the fringe detection system it plays an important role, particularly in the data analysis. The
system consists of

• An optical system which is used to form images of the star – one image for each of the
two interferometer apertures.

• A CCD camera which detects the images and sends the image data to a control computer.

• A control computer that processes the image data and generates actuating signals.

• A DAC in the control computer that converts the signals to analog voltages that are sent
to high voltage amplifiers.

• Two tip-tilt mirrors that are driven by the HV amplifiers.

• Additional optics that can be inserted remotely to produce “reference” images on the
CCD camera. This feature is used to ensure that the North and South beams emerge
coaxial from the main beam combiner.
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Although the camera control software (wobble2/camcon) is quite complicated the part
that actually implements the servo is very simple. It is just a loop that is executed once every
∆t seconds, where ∆t is the servo sample time (in the case of the AstroCam cameras ∆t is
determined by software timing; the Andor camera operates in a hardware interrupt mode). For
each pass through the loop,

• The North and South images are acquired. For speed only quite small “areas of interest”
are read out, centered on the image target locations.

• The centroid of each image is calculated with respect to its target location.

• The error (actual minus target coordinates) is passed to a suitable signal conditioner and
the resulting actuating signal is sent to the tip-tilt mirrors.

• The image data is written to a “.wob” file.

From the point of view of the data analysis software the “.wob” files contain detail informa-
tion about the images being tracked by the servo, and this is used to correct the basic |V |2
measurements for the effects of seeing.

Probably the most relevant aspect of the .wob files for the present purposes is that these
files are camera-specific.

5 Data analysis

This section presents an overview of the theory behind the data analysis procedure used in the
SUSI pipeline as developed by Ireland (2005, 2006). A more detailed description is given in
section 6.

5.1 Terminology and definitions

5.1.1 The different visibility estimators

The analysis procedure calculates different kinds of estimators for |V |2:

The basic |V |2 estimator The “basic” or “raw” estimator is calculated from the signals Ia and
Ib alone. It is an unbiased estimator for T 2|γ|2, where T 2 is the transfer function defined
by Eq. (5.40).

The calibrated |V |2 estimators In most cases observations of the “science” target are inter-
leaved with observations of calibrator stars–stars for which |V |2 is accurately known.
Assuming that the transfer function is the same for the target star and the calibrators it is
possible to estimate T 2 for the target and hence determine its calibrated |V |2.

The corrected |V |2 estimators The transfer function is not the same for the target and calibra-
tor stars. It is a seeing-dependent function and varies both in time and with the position
on the sky of each star. The process of “correction” involves determining the seeing con-
ditions from the tip-tilt system in particular and determining how these contribute to the
transfer function. This leads to an improved estimate for |V |2 for both the calibrators and
target star and makes the calibration procedure less subject to seeing-dependent errors.
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The data pipeline produces several different corrected estimators and a calibrated estimator
for each of these.

5.1.2 Some mathematical details

In what follows the term “Fourier transform” and the usual notations for the transform are
shorthand for the discrete Fourier transform (DFT). The DFT of a sequence of numbers or
samples {F−N/2, F−N/2+1, . . . , FN/2−1} is the sequence of numbers {f−N/2, f−N/2+1, . . . ,
fN/2−1} such that8

fk =
N/2−1∑

n=−N/2

Fne+2πikn/N k = −N/2,−N/2 + 1, . . . , N/2− 1 (5.1)

The inverse DFT is

Fn = N−1
N/2−1∑

k=−N/2

fke
−2πikn/N n = −N/2,−N/2 + 1, . . . , N/2− 1 (5.2)

where the samples are assumed to be equally spaced.9

Typically N = 2m, and in this case the well known Fast Fourier Transform (FFT) algorithm
can be used. In the case of fringecon each scan typically consists of 1024 (210) samples.

The (discrete) power spectrum is

φk = |fk|2 k = −N/2,−N/2 + 1, . . . , N/2− 1 (5.3)

In the case of sampled data, the analytic signal, etc., are defined by replacing the Fourier
transforms by DFTs.

Ireland defines the “envelope function” to be

En =
1

N2

∣∣∣
∑

wkfke
−2πikn/N

∣∣∣
2

(5.4)

where

wk =

{
1 L ≤ k ≤ U
0 otherwise

(5.5)

where U > L ≥ 0. When U = N/2 − 1 and L = 0 this is actually the square of the
envelope function defined in Eq. (3.42). Note also that by choosing L and U appropriately we
can generate a “windowed” envelope function.

In what follows the subscripts on the variables xi and σk are reminders that we are dealing
with discrete data.

8This is the standard definition of the DFT. Actual software implementations may differ depending on the “nat-
ural” way arrays are indexed in a particular computing language. As with the Fourier transform the identification
of the inverse transform with the “minus” transform is quite arbitrary.

9Bracewell (2000) puts the factor of 1/N in Eq. (5.1) rather than Eq. (5.2). Some authors use N−1/2 in both
transforms to make the transform and its inverse more symmetrical; this, however, is not common in software
implementations because of the additional computational overhead.
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5.2 The basic estimator for |V |2
The pipeline calculates the basic estimator twice. After the first calculation, a set of criteria are
applied to the data in order to identify potentially dodgy scans. This results in a set of good
scans which is then used to calculate the basic estimator that is reported by the pipeline. See
Section 6.3 for details of the culling procedure that is used to generate the good scan set.

Let

I ′a(xi) = I(xi)− da∆t, xi = 0, . . . xN−1 (5.6)

I ′b(xi) = τ−1(I(xi)− db∆t), xi = 0, . . . xN−1 (5.7)

where τ is given by Eq. (2.14), da, db are the dark count rates, ∆t is the sample time and N is
the number of samples in a scan (in normal operation ∆x = 0.2 ms and N = 1024). The three
quantities τ , da and db are found from the photometry data recorded after each set of fringe
scans. The fringe signal is

I(xi) = I ′a(xi)− I ′b(xi), xi = 0, . . . xN−1 (5.8)

The lower plot in Fig. (3.1) is an example of a typical interference signal. This is a good
example of a “dirty” power spectrum (see Eq. 3.35).

A typical power spectrum of the interference signal is shown in Fig. (5.1). In particular, the
ordinate scale should be noted. There is a bias signal of the order of 4500 “power units” due
primarily to scintillation (at low frequencies) and shot noise. Because the integrated power in
the signal is small compared to the integrated bias power even a small amount of leakage of the
bias into the final estimator for the fringe power can result in systematic error.

Figure 5.1: An integrated power spectrum of HR5264 (mR = 4.2) for 1.8 arcsec seeing. The
figure has been taken from Ireland (2005). Note the ordinate scale. There is a large bias of the
order of 4500 “power units.”

Mike Ireland has experimented with various ways of extracting an unbiased estimator of
the fringe power. The method described in Ireland (2005) uses the two windows shown in
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Fig. (5.1). The noise floor is estimated from the high frequency window and this is subtracted
from the power in the signal window. However this is not the procedure currently used by the
SUSI pipeline.

Denote the “envelope window” by

wi =





1 xl ≤ xi ≤ xh

0 xi < xl

0 xi > xh

(5.9)

where xl and xh are the lower and upper boundaries of the envelope. There is also a “power
window” which is defined in frequency space:

Wk =





1 σl ≤ σk ≤ σh

0 σk < σl

0 σk > σh

(5.10)

(see below for more details).
The corresponding power sum is

Sdirty =
∑

WkΦdirty =
∑

WkΦI +
∑

WkΦb (5.11)

(see Eq. 3.38
The power spectrum outside the signal window is due entirely to bias. Let S denote the set

of σk that lies outside the power window. The mean bias power is found by fitting Φdirty by
the function

B(σk) = a exp{bσk}+ c ∀ σk ∈ S (5.12)

where Φdirty is the average power spectrum for a given scan set. Let B be the mean value of
the bias power spectrum across the power window. The fringe power signal is then defined to
be

Sf = Sdirty −
∑

WkB (5.13)

In passing, it seems to me better to define the fringe signal by

Sf =
∑

Wk[Φdirty(σk)−B(σk)] = Sdirty −
∑

WkB(σk) (5.14)

but the difference between the two different signal powers is probably well within the noise.
Combining Eqs. (5.11) and (5.13) gives

Sf =
∑

WkΦI +
∑

Wk[Φb −B] (5.15)

and we see that Sf will be an unbiased estimator of the fringe power if and only if

〈
∑

Wk[Φb −B]〉 = 0 (5.16)

or ∑
Wk〈Φb(σk)〉 =

∑
WkB (5.17)

Note that if we were to use Eq. (5.14) the unbiased condition becomes
∑

Wk〈Φb(σk)〉 =
∑

Wk〈B(σk)〉 (5.18)
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This condition is explicitly satisfied outside the power window assuming that the noise process
can be represented by a function of the form of Eq. (5.12).

Apart from a normalization factor the fringe signal S is the discrete equivalent of the inte-
gral on the righthand side of Eq. (3.13).

The basic |V |2 estimator is found by normalizing the fringe signal by the photometric
signal. Let I ′a and I ′b be the dark-corrected signals for channels a and b, summed over the
envelope window. The |V |2 estimator for the jth scan is

|V |2j =
Sf

I ′aI ′b
j = 1, . . . , Nscan (5.19)

where Nscan is the number of good scans. This is not the usual normalization! The standard
procedure would be to use 4Sf/(I ′a + I ′b)

2.
Finally the basic estimator for |V |2 is found using

|V |2 = N−1
scan

Nscan∑

j=1

|V |2j (5.20)

and the variance is calculated in the usual way.

5.2.1 The window functions w and W

The estimator |V |2 is calculated using windowing functions in the OPD and wavenumber do-
mains. The envelope window is found by fitting the fringe envelope function with a Gaussian.
If x0 and σ are the center and standard deviation of the Gaussian,

wi =





0 xi < x0 − 2σ
1 x0 − 2σ ≤ x1 ≤ x0 + 2σ
0 x0 > x0 + 2σ

(5.21)

A similar procedure is used to determine the power window Wk. The power spectrum is
fitted by an offset Gaussian. In this case the window function is non-zero in the range s0 ± 3σ
where s0 is the center of the power spectrum.

5.3 “Corrected” estimators for |V |2
As mentioned at the beginning of this section several different “corrected” estimators are cal-
culated. In each case information about the seeing (inferred from data recorded by the tip-tilt
system) is used to correct the basic estimator. The following sections discuss the various cor-
rected estimators; the names correspond to the IDL variable names that are used in the pipeline
output files.

5.4 w2

The optical alignment procedure ensures that the superimposed beams emerging from the main
beam combiner are coaxial. If the beams are misaligned the fringe visibility, integrated over
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the exit pupil, will be reduced. Assuming that the alignment has been done correctly, and the
tip-tilt servo system is stabilizing the two beams, the instantaneous misalignment error is

α =

[
(xN − xS)2 + (yN − xS)2

f2

]1/2

(5.22)

where xN,S and yN,S are the horizontal and vertical tip-tilt centroid positions for the North and
South beams.

The w2 estimator is found by constructing a two-dimensional histogram of |V |2 against the
differences δx = xN − xS and δy = yN − yS . The histogram peak should be at (δx, δy) =
(0, 0). The histogram is fitted by the function

f(δx, δy) = |V |2w exp{−(δx−∆x)2/w2
x − (δy −∆y)2/w2

y} (5.23)

where |V |2w is the corrected estimator that is reported as w2 and ∆x, ∆y are fitting param-
eters. The widths of two-dimensional Gaussian, wx and wy are found empirically (they are
currently 1.2). The fitting procedure uses the Leavenberg-Marquardt least-squares method and
the uncertainty in |V |2w is the uncertainty reported by the L-M fitting function.

It should be noted that the loss due to misalignment is better approximated by

f(α) = |V |2sinc2(αR/λ) (5.24)

where R is the radius of the exit pupil.

5.4.1 myv2

This corrected estimator is based on the theory presented in section 5.2.1 of Ireland (2005).
The loss factor is modeled by the expression

η2 = aebVar(η2)/η2
2

(5.25)

and
|V |2my = a−1e−bVar(η2)/η2

2

|V |2 (5.26)

The data pipeline assumes that a = 1 and b = −1; the variance term Var(η2)/η22
is estimated

using Eq. (5.12) in Ireland (2005).

5.5 newv2

According to Porro et al. (1999) the loss in fringe visibility (not the squared visibility) is pro-
portional to the Strehl ratio S, and for S > 0.3 the Strehl ratio is given quite adequately by

S = exp{−φ2
rms} (5.27)

where φrms is the RMS phase error across the pupil. These authors show that when there are
several independent processes that can cause aberration the overall Strehl is found by multiply-
ing the individual Strehl ratios. This is, of course, equivalent to adding together all the mean
squared phase aberration terms. Again for relatively high values of the Strehl ratio the loss
factor η = S and it follows that η2 = exp{−2φ2

rms} since S is real.
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Table 5.1: The empirically determined parameters that are currently used to calculate η2 from
Eq. (5.28).

A 0.58
B 4.2
C 2.76
D 0.0
E 0.071
F 0.85

Ireland (2006) has adapted this approach for SUSI, and this leads to the newv2 estimator.
The loss factor is

η2 = η2
scint exp{−Aµ2

t −Bσ2
t + Cµ2

t σ
2
t −Dσ2

∆t − Er−2
0 − Fσ2

I} (5.28)

where

• ηscint is the loss due to scintillation;

• µt is the mean tilt offset due to alignment errors;

• σt is the RMS tilt error;

• σ∆t is the RMS change in tilt error between successive scans and is an estimate of the
high frequency part of the tip-tilt spectrum;

• r0 is the Fried seeing parameter;

• σI is the scintillation measure.

and

|V |2new = η−2
scint|V |2 exp{Aµ2

t + Bσ2
t − Cµ2

t σ
2
t + Dσ2

∆t + Er−2
0 + Fσ2

I} (5.29)

The factors A through F are determined by a process of modeling and fitting to actual data;
their current values are listed in Table 5.1.

Apart from ∆2
t , which is not used, the determination of the various seeing and scintillation

measures is discussed in the following sections.

5.5.1 The scintillation loss η2
scint

Mike has introduced a scintillation loss factor that I have called η2
scint. “This is kind-of ex-

plained on page 34 of Mike’s red notebook.” It appears to be calculated as follows:

1. The b output is scaled by the beamsplitter ratio τ , the photometric signal Ia + Ib is
formed, and is normalized to 1.0. (This, at least, is what the comments suggest that the
code is supposed to do.)

2. The power spectrum is calculated for each scan.
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3. The bias is estimated from the high frequency part of the power spectrum. As there is no
fringe signal a fixed window is used to do this. The total bias is found by adding up all
the power in the bias window.

4. Scintillation is confined to the low frequency part of the spectrum, and window having
the same size as the bias window but starting at 0 is used to select the scintillation. The
total scintillation power (i.e., the scintillation variance) is found by summing the low
frequency components of the spectrum and subtracting the total bias power. This is the
“total variance” σ2

t .

5. Two additional variances are calculated:

σ2
1 =

σ2
T

1 + ρ2
(5.30)

σ2
2 = ρ2σ2

1 (5.31)

where ρ is the ratio of the fluxes as measured at the input to the main beamsplitter
(Eq. 2.12).

6. A polynomial is used to fit the common logarithm of the bias-subtracted power spectrum
(it looks like the polynomial fit is actually a linear fit).

7. The half-power point of the scintillation power spectrum is defined as

f1/2 = − log10 2
p1Tsweep

(5.32)

where p1 is the gradient found from the fit and Tsweep is the sweep time.

8. Depending on the value of the keyword corrected_stots the scintillation loss fac-
tor is calculated from

η2
scint =

{
C0

C0 + σ2
1C21/2 + σ2

2C22/2
(5.33)

where the second expression is only used if corrected_stots equals 2.

The C coefficients in this equation are:

C0 =
4ρ

(1 + ρ)2
(5.34)

C21 =
8ρ− 16ρ2

(1 + ρ)4
(5.35)

C22 =
8ρ− 16
(1 + ρ)4

(5.36)

(see Ireland, 2006). The default value of corrected_stots is 1, so η2
scint = C0 by default.

The factor C0 is the value of η2
inst when σ = τ = 1 (Eq. 2.33). As both σ and τ can be

determined from the photometric data collected for each data set it is puzzling why it is assumed
that only ρ 6= 1. It would be relatively straightforward to calculate the actual instrumental loss
using Eq. (2.33).
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5.5.2 Alignment errors

The alignment error µ2
t is determined as follows. The optics are periodically realigned during

an observing session, and denote the times of realignment by Tj . Let ti be the time of the ith
measurement of |V |2, and let ∆xi, ∆yi be the average offsets determined for that set of scans
(see Section 5.4). We assume that the offset varies linearly with time between each realignment,
and fit the offsets by functions of the form

∆i = ∆0 + b(ti − Tj) Tj ≤ ti ≤ Tj+1 (5.37)

The parameters ∆0x, bx, ∆0y, by are then used to calculate a smoothed estimate of the offsets
for each |V |2i , ∆xi and ∆yi. The mean tilt error for the ith observation will be

µ2
t = ∆x

2
i + ∆y

2
i (5.38)

Although this procedure seems plausible, it is, I believe, incorrect. If the tip-tilt servo were
perfect, ∆x and ∆y would be, apart from noise, equal to zero. The purpose of alignment is to
“optically superimpose” the optical axes of the tip-tilt detection optics and the optical axes of
the beams that emerge from the beam combiner. Alignment error comes about when the tip-tilt
axis is no longer coincident with the interferometric axis. This kind of error is not observable
by the tip-tilt servo system (if it was observable we could correct for it using the tip-tilt servo
and there would be no need for realignment).

In practice the servo is not ideal. Consider a single axis and let ε be the angular error at the
tip-tilt detector with the servo off. If the servo is Type I, when the servo is turned on the error
will be ∆ = ε/G, where G is the closed loop gain of the servo. In this case it could be argued
that ∆x and ∆y are measures of εx and epsilony. To use these as an estimate of the alignment
errors requires the assumption that εx and εy are proportional to the alignment errors. This may
or may not be the case, depending on where the misalignment occurs in the optical train. If the
servo is Type II then the steady state error is related to the velocity error and is sensitive to the
rapidity of the image motion rather than any positional error.

The situation is further complicated by the fact that the tip-tilt servo and the siderostat
servos are not independent. This makes the interpretation of Deltax and Deltay even more
problematic.

Finally, if we are relying on the behavior of the tip-tilt servo to provide information about
the alignment errors it means the method used to correct |V |2 is dependent on the details of
the servo. Changes made to wobble2 or camcon will impact on the data pipeline and in
my view this creates an undesirable linkage between what should be independent parts of the
control and analysis system for SUSI.

5.5.3 The mean squared tip-tilt error σ2
t

This quantity appears to be the combined variance as determined by the tip-tilt servo. It is
actually calculated in the function extract_wobble.

As noted above the tip-tilt data are, I believe, camera-specific.

5.5.4 The seeing parameter r−2
0

This is also a number returned by the extract_wobble function. The same comments
apply to this parameter as to the mean-squared tip-tilt error.
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5.5.5 The scintillation variance σ2
I

This is calculated in get_v2 and the code at this point is very obscure (see Section 6 for more
information).

5.6 Calibration [5.1.3-4]

We can define an effective wavenumber σ0 through the equation

|γ(σ0)|2 =
∫∞
0 B2(σ)〈|η(σ)|2〉|γ(σ)|2dσ∫∞

0 B2(σ)〈|η(σ)|2〉|dσ
(5.39)

and it follows from Eq. (3.15) that

|V |2 = |γ(σ0)|2
∫ ∞

0
B2(σ)〈|η(σ)|2〉|dσ = T 2|γ(σ0)|2 (5.40)

where T 2 is the transfer function.
Observations of the target star are interleaved with observations of calibrators for which

|γ(σ0)|2 is known. Let the subscripts − and + denote the calibrator observations made before
and after the “target” run. Then

V 2
cal =

2V 2

V 2
+/γ2

+ + V 2−/γ2−
(5.41)

where the + and − refer to the preceding and following calibrator scans. Writing this as

V 2
cal =

V 2

(T 2
+ + T 2−)/2

(5.42)

we see that this assumes that the transfer function for the target star is just the mean of the
transfer functions for the preceding and following set of observations.

The uncertainty is found from

σcal = V 2
cal

[
σ2

(V 2)2
+

σ2
+

2(V 2
+/γ2

+)2
+

σ2−
2(V 2−/γ2

+)2

]1/2

(5.43)

This calibration method referred to ‘crude” calibration in the pipeline code, and its main
purpose is to give the user immediate feedback about the quality of the data. In most cases
the purely automatic calibration provided by the pipeline needs to be followed up with a more
careful analysis.

A calibrated |V |2 is determined for each of the corrected |V |2 estimators.

5.7 Is something missing?

One correction that does not appear to be included is the factor |η1|2 (Eq. 3.32). This is an
instrumental factor that accounts for the loss due to an unequal T/R ratio for the beamsplitter
and asymmetry in the transmission through the instrument before the main beamsplitter. Not
including this could lead to systematic differences between stars of different color, since σ =
T/R in particular varies with wavelength. It would be relatively trivial to correct for this
since all the data necessary to calculate |η1|2 is available from the photometry measurements
included in each data set.
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6 The data pipeline software

The pipeline code consists of a number of IDL scripts. For the present purposes I focus on
two of these: check_v2.script and get_v2.pro. The first is the main routine while the
second, as its name suggests, is used to calculate |V |2 (although as we shall see, the squared vis-
ibilities computed in get_v2 appear not to be used). When analyzing the data the convention
is to copy all the data files for the target star and its calibrators into an empty “analysis” direc-
tory. When the IDL script css is run in this directory it generates a local copy of check_v2
and fills in most of the required information (file names, etc.).

The pipeline code is not easy to follow! Part of the reason for this is that IDL uses a
FORTRAN-like syntax and it is very easy to write unstructured code that is difficult to read.10

The most confusing aspect of the pipeline code is that older versions of a particular cal-
culation are not removed but left in place. The most obvious instance of this is the function
get_v2, which, as the name suggests, calculates |V |2. This is never used, and |V |2 is actually
calculated in the main pipeline script checkv2. Practically every variable of interest including
the power spectra, envelope functions, etc., are calculated several times.

The purpose of this section is to provide a roadmap through the two main scripts. Numbers
in brackets refer to line numbers in the check_v2 code. The numbers apply to version 070119
and may change slightly if the code is revised.

I will use some conventions in naming things:

• A run is a sequence of consecutive observations on a particular star. Typically a run will
be of the order of a few minutes.

• A set is all the data accumulated during a single run. Several different files are used for
the data and I will use the term set to refer to all the data or the set of files containing the
data.

• A scan is the fringe data collected for a single sweep of the OPD modulator. Typically a
run will consist of ∼ 1000 scans.

6.1 Preamble [1-102]

The first section is a “fill in the blanks” preamble where the user puts in the file names, informa-
tion about the instrument configuration, calibrator angular diameters, etc. It is self-explanatory.

As noted above, the IDL script css creates a copy of check_v2 in the directory being
used to analyze the data with all the required information already filled in.

6.2 Startup and photometry data [103-200]

The first thing the script does is determine the “number of files,” nfile. This is something of
a misnomer, since it is really the number of file sets, each set consisting of tip-tilt, photometry,
and fringe data files for a particular run.

I will consider only “normal” processing. In normal processing the fringe signal corre-
sponds to what I have called Ia − Ib earlier in these notes. In “single channel” mode only one

10The relatively recent (1996) interpreted programming language “Yorick” is similar to IDL and uses a C-like
syntax.



29

APD output is used. Normally the only time the single channel option would be used is for
internal fringes (the optics used to inject the artificial star light into the instrument prevents
light from reaching APDb).

For each file set the background (dark), north and south photometry rates are calculated.
The north photometry file contains data with the south shutter in, and similarly for the south
photometry file. The IDL procedure calc_photo is used to determine the ratios ρ, σ and τ
(see section 2.1). The variable fluxratio is the same as ρ and is used later in the pipeline.

Next, the arrays required for the data, intermediate variables, etc., are allocated (I’d do this
first, myself, but that’s just me).

6.3 The main data processing loop [201-496]

The main loop sequentially processes all the data sets. The sets for the target star and the
calibrator(s) are all treated identically. Each set is processed as follows:

1. Get the header information, including information about the star. If the HR number of
the star is not recognized get_star is used to extract the relevant information from the
SUSI star database (nice to know it’s still being used after all this time). [202-222]

2. The function get_v2 is called [224]. This returns the squared visibility as well as
calculating a number of other quantities that are used in the subsequent analysis. A more
detailed discussion of get_v2 can be found in section 6.6.

3. The V 2 returned by get_v2 is dumped and replaced with another estimator [230]:
v2[i] = mean(pwrs)/mean(stots)/mean(stots)/pwr_norm

where pwrs and stots are computed in get_v2. This estimator is the basic estimator
referred to in section 5.2.

4. The next step is to reject scans that are possibly bad.

• The fringe envelope centers are extracted (these are calculated by get_v2). [233-
240]

• The wobbler data is extracted using extract_wobble. The tricky bit here is
making sure that the wobbler data are in synch with the scan data. The tip-tilt
controller is completely independent and runs on a different computer, so timing
is an issue here. Recent changes to the code by Andrew Jacob and to the NTP
synchronization used at SUSI by me should improve the reliability of doing this.
[242-260]
The “stots” keyword passed to extract_wobble is a flag that enables the
cross-correlation procedure that is used to synchronize the tip-tilt data with the
fringe scans (in other places stots is used as a variable name for “scan totals”).
The wobbler procedure applies a series of criteria to identify “good” and “bad”
wobbler data. It then flags the corresponding fringe scans.

• V 2 is recalculated from the normalized power, using only the “good” scans. If this
improves the value of V 2 the result is retained. [255-258]

• Next, a similar rejection process is done using the path compensator output. [261-
274]
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• Low flux scans are also rejected as they are possibly cloud-affected. [277-282]

• Scans that lie too close to the edge of the scanning window are also discarded.
[283-289]

• The next step is histogram rejection. Each set of scans is first broken down into
a series of “chunks,” of length nfine (by default nfine= 50). The mean and
standard deviation of V 2 is calculated for each chunk, and a weighted mean V 2 for
all the chunks is found. Any scan that lies more than σrejectσfine from the mean
is rejected, where σfine is the standard deviation calculated from the set of chunks,
and σreject is a number. By default σreject = 4. If any bad chunks were found
the message “Rejecting x percent of the scans due to anomalous V 2 changes” is
printed. The user can override the recommendation. [289-331]

5. A full recalculation of V 2 is done by calling get_v2 again, using only the scans that
have survived the culling process. [333-343]

6. The scans are broken up into chunks again, as was done for the histogram rejection.
There is a somewhat misleading comment here: “Now grid V 2 more finely for binary
fitting and histogram rejection.” No histogram rejection is done here and “binary fitting”
refers to binary star fitting.

Although it has not been implemented in the code, one reason for breaking the data into
“chunks” is that the visibility for close binary stars may change significantly during a
single run. The run is broken up into finer divisions (what I’ve called chunks).

The V 2 for each chunk is calculated, using the same algorithm as before (i.e., it is derived
from pwrs and stots). The method used depends on the keyword corrected_stots.
This determines how the power spectrum is normalized. If corrected_stots is 2,
the power in each scan is normalized by the “stots” values for that scan. If the key-
word is not 2, the power in each scan is normalized by the mean stots for the chunk.
This latter is the default case.

At the moment V 2 for the run is found simply by taking a weighted mean of all the
chunks [373-394]. The fine_v2 array, which holds the squared visibilities for the
individual chunks, is later saved in the main IDL output file (although the array does not
appear in the corresponding text file), so any special processing that might be needed for
a rapidly changing binary system can be done later.

The weighted mean of the chunks and its standard deviation are calculated. These are
eventually output as as v2 and v2err.

7. The V 2 values are now corrected for seeing. [396-455]

• V 2 is calculated (again!) for each good scan. Here it is called z. The normalization
here is the “instantaneous” stots; i.e., V 2 for a particular scan is normalized by
the stots values of that scan.

• The differences in the N and S centroid positions are calculated. The differences
are denoted by x and y (the signs in lines 400 and 401 reflect the current optical
setup; they are dependent on the optical setup and the camera being used).
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• The data is now binned as follows. New 8 × 8 arrays are constructed (the image
size for the camera being used at present is 5×5 pixels). Each element in this array
represents a rectangular region in the xy plane that is σx/2 × σy/2 in size, where
σx and σy are the standard deviations of the centroid differences x and y. Based on
the values of x and y for each good scan, the z values are added to the appropriate
cell in the array. The result is effectively a two-dimensional histogram of z plotted
against the centroid differences.

• The z values are now fitted by a bivariate Gaussian. The widths of the Gaussian are
fixed to be 0.75 in both x and y, and the cross-term set to zero. The free parameters
are an overall scaling factor and the center of the bivariate function in x and y.

• The goodness-of-fit is calculated, and the results of the fitting are displayed.

• The peak value (p[0] in the code) and its uncertainty are the visibility statis-
tics wv2 and wv2err. The x and y offsets and their uncertainties are output as
align_offset and align_error. These alignment offsets are needed later
(see 6.4.3).

8. The next section [457-473] is the “visibility variance correction” (see [5.2.1]). It uses
Eq. (5.12) from [5.2.1] to calculate avar, “a slightly biased estimate for the atmospher-
ically induced variance of V 2.”

9. Finally, the projected baseline, position angle, etc. are calculated for each scan. If the
angular diameter of a calibrator is not given, it is calculated using the formula

θ = (6.477[B − V ] + 3.04)10−V/5.0 (6.1)

The predicted γ2 for each calibrator scan is then calculated from θ and the projected
baseline using a uniform-disk model.

10. The number of “good” scans is displayed.

6.4 Calibration of V 2 [498-576]

The first step in the calibration process is to identify which scans are “source” (i.e., the target
star) and which are calibrators. This is easy because the predicted angular diameter of the target
is set to −1 in the preamble.

6.4.1 Calibration

The script calibrate_v2 is used to determine the calibrated visibility and it implements
the procedure summarized in section 5.6. Although comments in the script suggest that other
calibrations can be used instead of the “crude” method described in section 5.6 these have not
been implemented.

6.4.2 “My V 2”

A new V 2 estimator is introduced. It is called myv2 and is

myv2 = exp(k*avar)*v2
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where k = 1 and avar is the visibility variance factor calculated above. This and its associated
standard deviation, myv2err, are also recorded.

This V 2 estimator is also calibrated using the procedure in section 6.4.1; the calibrated
estimator and its standard deviation are recorded as mycal_v2 and mycal_v2err.

6.4.3 More seeing corrections and V 2
new

The vertical misalignment errors are plotted on the screen against run number, and the user is
asked to click on the points where the optics were realigned. Let w be the file that the user
has just selected by clicking, and let wprev be the previously selected “good” point (the initial
value of wprev is set to zero, implicitly assuming that the first set is always “good”). It also
appears that if no files are selected (the user clicks to the left of the plot) the first and last files
are used.11

The alignment offsets between the previous “good” time and the time just selected are fitted
by linear regression. The script loops back and repeats the procedure, with wprev now equal to
w used for the previous fit.

The result of this procedure is that the alignment errors for all the data sets are linearly
piecewise-fitted between the points where the optics were realigned. Denote the fitted offsets
for a given set by δx and δy, and let

∆2 = δx2 + δy2 (6.2)

Let q and σ2
I be the scintillation loss factor and the scintillation variance calculated in get_v2

(see 6.6). Let s be the “seeing” parameter returned by extract_wobble (this appears to
be the total power in the tip-tilt fluctuations) and let σ2

xy be the tip-tilt variance (also calculated
in extract_wobble). Then

V 2
new =

V 2

q
exp{0.58∆2 + 4.2σ2

xy − 2.76σxy∆2 + 0.071s2 + .85σ2
I} (6.3)

where V 2 is the visibility statistic v2 calculated above. The uncertainty in this new V 2 is found
by scaling the uncertainty in v2 and adding an additional noise term due to the tip-tilt noise.
The new visibility is then calibrated in the standard way to yield newcalv2. [569-575]

6.5 Output

The rest of the check_v2 code (from line 577 to the end of the script) produces plots of the
visibility and output data files. The plots are in Postscript and two data files are generated: one
is a native IDL file that is suitable for further analysis using IDL; the other is a plain text file
that is in human-readable format and can be used by non-IDL applications (C programs, Excel,
etc.).

11The program flow is quite hard to follow here because it is implemented using multiple goto statements. Since
IDL is an array-oriented language it would surely be more logical to store the alignment points in an array, and then
do the fitting after all the points have been entered.
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6.6 The get v2 function

Much of the work of the pipeline is done by this function. In this section mumbers in brackets
refer the line numbers in get_v2. Although get_v2 returns a value for V 2 this doesn’t
appear to be used. However, the power spectrum, etc., are calculated here and these are used
by check_v2 to estimate V 2.

This function is used to process each set of scans. However, because IDL is vectorized, the
code reads (to someone familiar with FORTRAN or C) as if it applies to a single scan, and to
avoid confusing and rather mangled syntax, in most of this section I will use the singular; i.e.,
“scan”, “spectrum”, etc., instead of “set of scans,” “spectra,” and so on.

It is probably worth mentioning again that get_v2 is called twice by check_v2. In the
first call all scans are processed while in the second only those flagged as “good” are included.

6.6.1 Reading the data

The script read_scans is used to extract the data from the relevant files for the current set
of scans. There are Lscan ×Nscan data points for each APD, where Lscan is the length of each
scan (1024 samples) and Nscan is the number of scans in a set (typically 1000). The APD data
are returned in the 3-dimensional array scans having dimensions Lscan × 2×Nscan.

6.6.2 Deadtime correction

After some preliminary operations such as displaying the current file being processed, deadtime
corrections to applied to the scan. The deadtime correction is of the form

N =
n

1− αn
(6.4)

where n is the observed count, α a numerical factor, and N is the deadtime-corrected count
rate. The factor α can be determined from the APD data sheets or experimentally. [126-200]

If the keyword good is set then get_v2 will only process scans that have been so flagged.
As explained above, this function is actually called twice. The first time, all scans are pro-
cessed. The main processing loop then culls potentially bad scans and flags the remaining ones
as “good” before calling get_v2 again. [201-206]

6.6.3 Flux calibration, scintillation, the power spectrum and t0

The raw fringe data is obtained using a function called read_scans. The data are returned in
a three-dimensional array: scans(scan_length, 2, num_scans). Data from chan-
nels a and b are stored as scans(*, 0, *) and scans(*, 1, *), respectively.

Dark frames are recorded as part of the standard observing sequence, so the first thing we
do is subtract the background rate from the scan data. This mainly corrects for the non-zero
dark count rate of the APDs. [208-210]

The quantity “stots” is calculated:
stots = reform(total(scans,1))

where scans is the array that holds the dark-corrected scans. The total function returns the
two-dimensional array

Skj =
L−1∑

i=0

sijk (6.5)
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The reform function removes any dimensions of size 1. The result is a two-dimensional array
stots(2, num_scans).

The mean fluxes in the two detector channels are found from the mean of all the photometry
scans for each channel. [218-219]

A one-dimensional array called apd_ratio is found by totaling stots over the second
index. The two elements of apd_ratio are thus the signal totals for channel a and b. This is
collapsed to a scalar equal to the signal total for channel b divided by the total for channel a.

By default, the scan data for APD b are scaled by the APD ratio. This is equivalent to
choosing τ to satisfy Eq. (2.14). [220-223]

If internal fringes are being analyzed, the b APD data need to be faked, since this detector
is blocked by the artificial star injection optics. [225-229]

The scintillation loss factor η2
scint is then calculated. The code here is quite confusing.

There is a comment stating that the “next line normalises the data so that it comes from two
channels, one with a flux of 1.0 and channel two with a flux of fluxratio.” However, the code
adds the two channels together first, and the sum is multiplied by the factor 1 + ρ where ρ is
given by Eq. (2.12 and is the same as the “fluxratio” (the data from channel b have already been
scaled correctly [lines 222-223] so this is probably harmless).

Next, the photometric signal for each scan is calculated. In the code it is called sdata
and is equal to 2F12 (see Eq. 2.5). [245] “[T]he data [is normalized] so that it comes from
two channels, channel one with a flux of 1.0 and channel two with a flux of fluxratio (ρ).
However, it appears to me that both APD channels are multiplied by 1 + ρ: [248]

sdata = sdata/mean(sdata)*(1+fluxratio)

The various scintillation statistics defined in section 5.5.1 are then calculated. [249-273]
Next, t0 is estimated. The fringe power spectrum is first calculated [283-293] from the

interferometric signal Ia − Ib. The pipeline will stop here if f1/2 (see section 5.5.1) is too
large. The bias is taken from the high frequency part of the power spectra using the same
window as was used for calculating the scintillation.

The scintillation is removed by a brute force: the low frequency part of the spectrum is
replaced by the high frequency bias term. [298-306]

The bias-corrected, scintillation-free power spectrum is then fitted by a Gaussian [309-
325]. The fitted parameters are the peak power, position of the peak, the standard deviation and
the bias. [307-318]

Next, t0 is estimated. The code here is complicated because low signal scans have to be
processed somewhat differently. The pipeline will even stop if there are several bad scans
in succession. The filter variable that appears here refers to the effective wavelength
(filter[0]) and the bandwidth (filter[1]) of the optical filter used for the observa-
tions. [334-364]

6.6.4 The fringe envelope

The fringe signal center and half-width that were found while estimating t0 are used to con-
struct a windowing function, and the fringe envelope is found using Eq. (5.4). A bias window is
also constructed, having the same width as the signal window, but located at the high frequency
end of the power spectrum, and the bias envelope function is also calculated. A smoothed bias
envelope, found by averaging all the scans in the set, is also calculated. [366-375]
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If the const_centre keyword is set the envelope centers are set to the middle of the
scan range; otherwise the code in a rather long else clause is executed. [389-434]

The “true” envelope (i.e., the square root of the “envelope”) for each scan is plotted. This
is the “waterfall plot” generated by the pipeline. [406-408]

Assuming that const_centre is not set, a Gaussian is constructed having a width set
by the optical filter characteristics. The actual fringe envelopes are then convolved with the
Gaussian. [409-419]

Next a temporal smoothing function is applied. This is again a Gaussian, of widthsmooth_width,
which is convolved with the entire set of scans. The envelope centers are then found by locat-
ing the maximum of each envelope. More smoothing is applied to the envelope centers, with
outliers treated somewhat differently. [420-431]

Finally, the smoothed center positions are added to the waterfall plot. [432-433]

6.6.5 Calculation of |V |2env

The next section [436-487] calculates the |V |2env, the visibility squared using the envelope
method. Although this is the value that is returned by get_v2 it is never used, so I won’t
detail the code used to calculate it.

6.6.6 But wait! There’s more!

Having calculated |V |2env get_v2 continues for another 100 lines or so. . . . [488-599]
The mean power spectrum and fringe envelope are plotted. [488-500]
Next, the epochs of the scans are put into the array ftimes. [502-509]
“[N]ow we can find the moments of the demodulated fringe envelope. The code gets some-

what complicated here to allow for separate processing of the a and b outputs (“N.B. this should
not be done usually!”). The code uses do loops with the indexing variable in the range 0 to
nchan - 1. In “normal” processing nchan= 1 and the loops are only executed once. The
array ft_fringes contains the Fourier transform of the fringe signal (Ia − Ib) that was
calculated previously at line 290.

The (squared) envelope is calculated again [522]. This appears to be the same as the en-
velope function calculated at line 371. The mean envelope is found by shift and adding the
individual scan envelopes [523], and the same procedure is used to find the “noise envelope.”
[524-525]

“Finally, [we] find the moments in the Fourier domain.” The lack of indenting makes this
next section a little hard to read. The outer loop [540-565] is executed only once for “normal”
processing. For each scan the power spectrum is calculated from the windowed and shifted
fringes [543] and the summed envelope power pwrs is found. The quantity pwr_spect is
the sum of the power spectra for the entire scan set.

The next section of code is uncommented and is hard to follow. For each scan an array w
is constructed which appears to be a kind of “anti-window;” i.e., it is zero (?) where there is
power in the spectrum. The power spectra are then fitted with an offset exponential [555]. This
measures the bias in yet another way. The mean bias is subtracted from the pwrs array, and
the bias array is the bias calculated for each scan.

The code in the next section [566-578] is for the two-channel mode only.
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The final section [580-599] starts with the comment, “Correct stots for the instantaneous
flux at each moment the sweep goes past the fringes . . . ” For reasons that are not at all obvious
the correction for unequal counting rates is removed from the scans for channel b (the correction
was applied back at line 223). If the keyword corrected_stots is set a dimensionless
factor w = λ2/(∆λ∆x), where ∆x is the scan step size.

The main thing that happens here is that stots is redefined so the array contains the mean
signals in the range x0 ± w/2 where x0 is the envelope center and w is the full width of the
envelope window defined by δλ2/(λδx).

The function finally returns the value of V 2 at [482-486].
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